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Introduction
An accurate and robust traffic light handling model is crucial for the safe and efficient 
operation of autonomous vehicles. Current L4 autonomous vehicles leverage 
Vehicle-to-Everything (V2X) communication along with computer vision and deep learning 
to help the vehicle autonomously navigate its environment. However, current 
state-of-the-art perception systems, such as those utilizing deep learning, have several 
limitations, such as computing power, detection from far distances, and operation in bad 
weather as seen in Figure 1 and Figure 2. It is necessary to create a traffic light handling 
model that can handle predictions more accurately while remaining less susceptible to 
external factors, such as occluded cameras. Deep learning offers real-time object 
detection and classification which is very powerful, but it will fail in heavy rain and snow if 
the cameras become occluded. V2X communication offers a larger line of sight, more 
intensive information about a traffic light through SPaT messages, and is not affected by 
bad weather. However, it will fail if the traffic light sends wrong SPaT messages or fails to 
send any message. Additionally, some traffic lights might not have the proper RSUs 
needed to send SPaT messages, as it is very costly for local governments to install them. 
To create a more robust traffic light handling system, a sensor fusion model was 
developed in a ROS (Robot Operating System) environment to handle input from both 
V2X Communication (in the form of SPaT messages) and deep learning (in the form of 
camera data). The deep learning model was tested with various architectures such as 
Faster R-CNN and YOLOv4 and achieved high accuracy on proprietary testing data. 
Furthermore, a control flow logic was created to evaluate the perception model under 
both ideal and realistic conditions for accuracy and efficiency. 

Figure 1: The object detection 
model failing to classify traffic 

lights at far distances.

Objectives
The overall objective is to create a sensor fusion perception model for traffic light handling 
of L4 autonomous vehicles using V2X communication in the form of SPaT messages and 
camera data in the form of deep learning. There are several smaller objectives along the 
way:
1. Train a deep learning model to detect and classify traffic lights 
2. Develop a control flow logic for sensor fusion
3. Implement the deep learning model in ROS
4. Fuse V2X communication with deep learning
5. Integrate fused model in ROS

Methods
1. Train a deep learning model to detect and classify traffic lights
The deep learning model was tested with Faster R-CNN and YOLOv4 architecture, then 
trained on the Bosch Small Traffic Light Dataset (BSTLD). The Faster R-CNN model was 
trained for 50,000 steps but suffered performance gaps, such as failing to classify traffic 
lights at far distances (Figure 1) and missing obvious classifications (Figure 2). Therefore, 
the YOLOv4 model was selected for the project. Figure 3 illustrates the loss rate and 
Figure 4 illustrates the mAP score of the YOLOv4 model at convergence. 

Results
To integrate the YOLOv4 deep learning model in ROS using the YOLO-ROS wrapper, 
there were 3 main steps taken as detailed in Figure 7:

Conclusions
In this project, a sensor fusion model was deployed to combine information from V2X 
communication and deep learning. As a result, a more robust perception model was 
developed to handle traffic lights more accurately, which improve the vehicle’s ability to 
navigate different situations and make informed decisions on the road. The next steps of 
this project include fully integrating V2X communication with deep learning in ROS. 
Future work includes developing  a control flow that allows for the use of V2X 
communication and deep learning at the same time through a weight-based priority 
system. However, cases of conflicting information must be considered. For example, if the 
SPaT message indicates the traffic light is red but the deep learning model indicates the 
traffic light is green, the fused model must be able to determine which input to trust and 
make a decision. Future work also includes modifying the deep learning model to 
recognize traffic signs, such as stop signs, one way streets, and no turn on red signs. 
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Figure 2: Sample of the 
neural network results from 

Cabin_001_0020_71560.json.

Fusing both sources of data exploits the strengths of both types of technologies while 
mutually compensating for their weaknesses, and provides a more accurate perception 
model for traffic light handling. 

Figure 2: The object detection 
model failing to identify the red 

light on the right.

Figure 3: Custom YOLOv4 model 
loss rate.

Figure 4: Custom YOLOv4 model 
mAP score.

2. Develop a control flow logic for sensor fusion
To fuse V2X communication with deep learning, a control flow logic was developed for the 
sensor fusion model. In ideal conditions, the model would utilize both technologies at the 
same time through a weight-based priority system, as shown in Figure 5. However, there 
are many edge cases that make this difficult to implement, such as conflicting data. In a 
more realistic environment, the fused model would continuously read utilize V2X 
communication to read SPaT messages and switch to deep learning when it fails to 
receive a SPaT message, as shown in Figure 6. The fused model is developed in ROS.

Figure 5: Control flow logic in an ideal 
condition.

Figure 6: Control flow logic in a realistic 
condition.

3. Implement the deep learning model in ROS
Current V2X communication is developed in ROS. The deep learning model needs to be 
implemented in ROS to ensure compatibility in the fused model. Open source YOLO-ROS 
wrappers exist to help with integrating different versions of YOLO onto ROS Melodic or 
Noetic environments. Figure 7 describes the process used to integrate the custom 
YOLOv4 model from step 1 into a ROS Melodic environment through Ubuntu 18.04.

Figure 7: 3 step process to integrate YOLOv4 in the YOLO-ROS wrapper.

Figure 8: The pre-trained model to detect 
pedestrians.

2. Modify the pre-trained YOLOv4 model to detect 
classify traffic lights 
Since this project involves the detection and 
classification of traffic lights, the pre-trained model 
needs to be modified. By changing the classes the 
model can detect from [person] to [traffic-light], the 
model will be able to detect traffic lights, as seen in 
Figure 9. It also tracks each traffic light through a 
unique ID (ex. traffic-light-5) in real-time. Figure 9: The pre-trained model to detect 

traffic lights.

1. Implement pre-trained YOLOv4 model for 
pedestrian detection 
The wrapper comes with a YOLOv4 model with 
pre-trained weights that was trained on the 
COCO dataset. By default, the model detects and 
tracks pedestrians. As seen in Figure 8, the 
YOLOv4 model in the wrapper successfully 
detects pedestrians once it is opened in the 
wrapper. 

Figure 10: The custom model to classify 
traffic lights.

2. Implement the custom YOLOv4 model to classify 
traffic lights
To classify the traffic lights detected in Figure 9, the 
custom trained YOLOv4 model (from step 1 of 
Methods) was integrated into the wrapper. This 
model has custom trained weights from training on 
the BSTLD. The model detects and classifies the 
traffic lights with a confidence score, which is 
illustrated in Figure 10. 


